
Individual Learning and Collective Intelligence∗

Lu Hong†, Scott E. Page‡, and Maria Riolo§

March 31, 2011

∗Research supported by National Science Foundation’s IGERT grant, an NSF research grant, and an

AOR Research Grant
†Department of Finance, Loyola University
‡Departments of Political Science and Economics, and Center for the Study of Complex Systems Univer-

sity of Michigan
§Department of Applied Mathematics, University of Michigan

1



Abstract

In this paper, we explore how incentives and information structures influence emergent

collective accuracy. In our model, individuals of bounded ability predict outcomes that de-

pend on the values of a set of attributes. Each individual constructs a predictive model that

considers only a subset of those attributes. We compare environments in which individuals

learn in isolation to environments where they can learn from and copy more successful predic-

tors. We also compare incentives for accurate individual performance to market incentives,

in which agents are paid an amount proportional to the inverse of the percentage of agents

who predict correctly. We find that market incentives and isolated learning environments

produce less accurate but more diverse predictors and that the benefits of diversity outweigh

the loss in accuracy. Paradoxically, the incentives and information structures that produce

less accurate individuals produce more accurate collectives.
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1 Introduction

The efficient functioning of organizations as well as markets and democracies requires that

collections of individuals be capable of making accurate assessments of current and future

events (Von Hayek 1945, Ober 2008). Theoretical models demonstrate that collective ac-

curacy requires a combination of diversity and sophistication on the part of the individuals

(Ladha 1992, Armstrong 2001, Page 2007). If the individuals all possess accurate models,

then the crowd too will be accurate but in no sense does collective accuracy emerge. Al-

ternatively, the individuals can be less accurate but diverse, and yet the crowd can still be

accurate (Roy 2006). These extant theoretical results provide sufficient conditions for collec-

tive accuracy and serve as the foundation of this paper. But they leave open an important

question: how do appropriate levels of sophistication and diversity come to exist in the first

place? In other words, we know what comprises a wise crowd, but we lack a theory of how

such crowds emerge.

In this paper, we vary incentive and information structures and investigate whether col-

lective accuracy emerges among bounded individuals. For collective accuracy to emerge

incentives and information structures must encourage diverse choices of models. Some diver-

sity should occur just by chance. On computationally complex problems, individuals may

not identify the best predictors (Aragones, etal. 2005). Further, the opinions and forecasts

of individuals who possess only partial and diverse information and models of limited cog-
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nitive depth need not be the same even under rational learning (Al-Najjar 2007). So, one

way to maintain diversity is to place firewalls between individuals. If individuals cannot

share their models, then they’re more likely to choose distinct predictive models. Incentives

provide another, perhaps stronger way to maintain diversity. Market based payoffs give a

large incentive to be correct when others are wrong while still providing incentives to be cor-

rect. That markets will produce some diversity should be obvious. Whether they produce

appropriate levels and kinds of diversity is an open question.

In the model that we construct, there exists an outcome function that maps a set of

attribute values into either a good or bad outcome. The attributes take on binary values.

Individuals choose to look at some subset of those attributes and construct predictive models

that map the attribute values they consider into predicted outcomes. Our model builds from

the interpretive signal framework of Hong and Page (2009). In that framework, an outcome

function maps policies into binary outcomes. They refer to the predictions as interpreted

signals. The interpreted signal framework enables us to capture diversity by the overlap in

the attributes considered. If two individuals include non overlapping subsets of attributes,

they are divers and it can be shown that their predictions will be negatively correlated. If the

individuals consider identical attributes, their predictions will not be different. The accuracy

of an interpreted signal depends on the number of attributes that the individual considers

(the more the better) and the nature of the outcome function.
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Here, we consider an outcome function that relies on a threshold. If a weighted average of

the attribute values exceeds a threshold, the outcome is good. Otherwise, the outcome is bad.

Individuals learn which attributes to include in their model as well as what weights to place

on those attributes. Individuals also have a cost associated with adding more attributes.

This cost prevents them from considering all of the attributes in their models. They balance

the informational benefits of adding more attributes against the cognitive costs of having a

more sophisticated model.

We construct a dynamic model in which individuals adapt their predictive models over

time. In each period, we randomly select a state of the world (a set of attribute values) and

have individuals apply their predictive models. The collective decision equals the majority

decision of the individuals. After getting feedback on the collective decision and the actual

outcome of the policies, individuals update their models. We consider two information

structures. In the first, each agent is isolated and must construct a predictive model on its

own. In the second, the individuals meet others and can copy the models of those others if

they so desire. We will call this social learning.1 We also consider two types of incentives.

Under individual incentives an individual earns a payoff if it correctly predicts the outcome

in that period. Under market incentives, an individual earns a payoff proportional to the

inverse of the percentage of other individuals who predicted correctly. Thus, if twice as many

1Henrich (2004) calls this cultural learning.
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individuals predict correctly, an individual only earns half as much. Thus, in total we have

four scenarios defined by whether learning is local or social and whether incentives are based

on individual performance or market payoffs.

Our market incentives construction shares several features with the El Farol Problem

(Arthur 1994) and the Minority Game (Challet and Zhang 1998). In both of these models,

individuals have incentives to construct diverse models and can earn high payoffs by doing

so. In those models, the outcome being predicted, the number of people at El Farol, depends

on the actions of the individuals. Here, the outcome occurs independently of the predictions

of the individuals. That assumption simplifies the predictive task and allows us to focus on

the tradeoff between accuracy and diversity.

To compare the performance of the four scenarios, we look at (i) the accuracy of the

individual predictive models that they produce (ii) the diversity of those models and (iii)

the collective accuracy of the models. Ideally, a learning rule would induce both individual

accuracy and diversity, but we find that these two incentives often run at cross purposes. For

example, if individuals can copy the predictive models of others, average individual accuracy

will increase but at the cost of sacrificing diversity. To produce accurate collectives there

must also therefore exist some mechanisms for producing and maintaining diversity. Here

we explore two mechanisms: keeping individuals in isolation and through market incentives.

We find that neither proves up to the task. In isolation, individuals still tend locate the best
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single models which leaves insufficient diversity, and, even though market incentives produce

some diversity, we find they don’t produce nearly enough.

Our emphasis here is on how incentives and informational structure influence the predic-

tive models that individuals select. That emphasis differs from the bulk of the information

aggregation literature in economics that focuses on the incentives for individuals to truthfully

reveal and to gather information (Feddersen and Pesendorfer 1997, Picketty 1999, Hanson

1999). Here, we assume that individuals have incentives to reveal their predictions and that

the within the organization there exists sufficient incentive to gather the relevant information

to make those predictions. We’re not saying that those incentive issues don’t matter. They

do. We’re focusing instead on a neglected part of the problem of collective wisdom: the

incentives for accuracy and diversity.

The remainder of this paper consists of four sections. In the next two sections, we describe

the basic framework and present some basic mathematical results. We then present results

from a computational model comparing the four scenarios. In the final section, we discuss

the implications of our findings for organizations and societies that wish to produce emergent

collective wisdom.
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2 Framework

We consider a collection of N individuals each of whom predicts the outcome, which will be

either good or bad. The outcome depends on the state of the world, which in turn consists

of M binary attributes.

The state of the world x = (a1, a2, . . . aM) where ai ∈ {−1, 1}

As presented, this model captures a variety of real world situations. These states of

the world could represent the current conditions of financial markets and outcomes could be

whether the market will go up or down. Or the states of the world could be loan applications

in which case the outcomes would be whether those loans will default or not.

The outcome associated with a state of the world is determined by an outcome function

that can be written as a linear threshold function. Outcomes are binary. They are either

good (value 1) or bad (value 0). The weights on the threshold function, denoted by β, are

given exogenously from a distribution with mean zero. These weights are not known to the

individuals.

An outcome function Fβ(x) = δ
[∑M

i=1 βixi
]
, where δ(y) = 1 if y ≥ 0 and 0 otherwise,

and βi ∈ [−1, 1]

Each of the N individuals considers only a subset of these attributes when making pre-

dictions about the value of a policy. Let Sj denote the subset of the attributes {1, 2, . . . .M}

considered by individual j.
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The predictive model of individual j Mj(x) = δ
[∑Sj

i=1 β
j
i xi
]
, where δ(y) is defined as

before.

The implicit weights that an individual places on an attribute are superscripted by j. This

captures the fact that an individual need not assign the correct weights to each attribute. We

say that the predictive model of an individual is correct if it agrees with the outcome function.

Predictive models as described here are a special case of interpreted signals (Hong and Page

2009). It can be shown for this model that if individuals consider distinct attributes, the

signals will be negative correlated. Moreover, except in very special cases, these signals will

not be independent in their correctness. Thus, as a general rule, if two individuals consider

many of the same attributes, we should expect their predictions to be positively correlated.

If they consider different attributes, their predictions will be negatively correlated. We

can therefore use the overlap in attributes used in models as a proxy for the diversity of

predictions from those models.

The accuracy of a predictive model equals the percentage of the time that it is correct.

The collective accuracy of a collection of individual predictive models equals the percentage

of the time that a majority of the individuals makes the correct prediction. Before describing

some basic mathematical results, we need one more definition.

A predictive model is optimal if it maximizes accuracy conditional on the attributes

included in the model.
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In the model that we construct, initially, the individuals will not have optimal models

given their attributes. Over time, they will converge to the optimal models. We consider two

types of payoff functions. These provide the incentives. Under individual, an individual’s

payoff depends only on the accuracy of her model. Under market incentives, payoffs are

proportional to the number of individuals who predict correctly.

Under individual incentives the payoff to an individual equals 1 if her model predicts

correctly in a period and 0 otherwise.

Under market incentives the payoff to an individual who predicts correctly equals N
γ

where

γ equals the number of individuals who predict correctly and 0 otherwise.

We also consider two learning environments.

Under isolated learning an individual compares a model based on a randomly chosen set

of attributes against her current model. She switches only if the new model produces a higher

payoff.

Under social learning with probability θ she chooses attributes randomly and with proba-

bility (1− θ) she chooses a random individual (including possibly herself) and compares that

individual’s model against her own. In each case, she switches only if the new model produces

a higher payoff.
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Individual Market
Incentives Incentives

Isolated Learning I II

Social Learning III IV

Figure 1: Our Four Scenarios

In total then, we have four scenarios. In the first, individuals have individual incentives

to predict accurately and learn in isolation. We expect this treatment to produce moderate

levels of accuracy and diversity. Second, we allow the individuals to learn from others. This

should reduce diversity but increase accuracy. Whether the gain in accuracy offsets the loss

in diversity will be one of the questions we explore. In the third and fourth scenarios, we

assume market based incentives in which an individual’s payoff is inversely proportional to

the number of others who also predicted correctly. In the third scenario, learning occurs in

isolation. In the fourth, individuals can learn from others.

3 Mathematical Results

In this section, we state some results relating the βi’s and the optimal predictive models.

We then analyze the model for two classes of functions. These classes provide benchmarks
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for the computational analysis that follows. We begin with the special case where each

individual considers a single attribute and where the βi are uniformly distributed in the

interval [−1, 1]. Given that individuals predict binary outcomes, they need not construct

models whose coefficients match those of the outcome function. Our first claim states that

in the case of single attribute models, they need only have the sign correct.

Claim 1 A predictive model that considers only a single attribute i is optimal if and only if

sign(βki ) = sign(βi)

pf. By construction, the optimal predictive model based on attribute i will predict good if

the value of attribute i and the sign of βi agree. Therefore, if the sign of βki equals the sign

of βi, the model will be optimal.

The next claim states that an optimal predictive model that considers two attributes

need only identify the attribute with the larger coefficient and assign the correct sign to that

attribute.

Claim 2 If | βi |>| βj |, a predictive model that considers two attributes i and j is optimal

if and only if sign(βki ) = sign(βi) and | βki |>| βkj |

pf. The optimal predictive model will predict good if βixi + βjxj is positive and will predict

bad otherwise. Given that | βi |>| βj |, the sign of that expression depends only on whether

βi and xi have the same sign or opposite signs. The result follows.
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Our next claim gives a necessary and sufficient condition for two single attribute mod-

els to be equally accurate. This will be important because it implies that diversity can

be maintained even in the presence of selective pressure towards more accurate predictive

models.

Claim 3 Assuming wolog that all βi > 0. If there exists an even number of attributes then

all of the single attribute optimal predictive models are equally accurate iff βi = β for all i.

If there exist an odd number of attributes, i.e. M = 2k + 1, where k is a positive integer,

then all of the single attribute optimal predictive models are equally accurate iff

k∑
i=1

βi <
2k+1∑
i=k+1

βi

assuming without loss of generality that βi is in descending order.

pf: We leave the proof for the case of an even number of attributes to the reader. The proof

for the odd number of attributes hinges on symmetry. For each predictive model to have

the same accuracy, the outcome function has to be symmetric (or is it called anonymous?)

regarding each attribute. In both cases, sufficiency is obvious. The following proves necessity.

(i) If βi s are not equal , we can order them. Again assume wlog, β1 is the largest. Then

the outcome of the state where the first k attributes having value 1 and the last k attribute

having value -1 is good However, if the attribute values switch, then the outcome is bad.

This is so because the sum of the first k betas is strictly larger than the sum of the last k
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betas. This clearly violates the symmetry required.

(ii) Symmetry dictates that if there are k + 1 attributes with value 1 and k attributes

with value -1, no matter where these attributes lie, the outcome should be good. Therefore,

this should be true if the first k attributes have value -1 and the last k + 1 attributes have

value 1. This implies that

−
k∑
i=1

βi +
2k+1∑
i=k+1

βi > 0

Analysis of the Dynamics for Two Classes of Functions

We now consider two specific classes of functions. In each case, we assume that the individ-

uals consider only a single attribute in their predictive models. This assumption allows us

to derive analytic results. The first class consists of functions defined over an odd number of

attributes. These functions satisfy the assumption of the previous claim so that all optimal

single attribute predictive models are equally accurate. This class of functions provides an

ideal context in which to understand the dynamics of our model. In the second class, the

functions are defined over four attributes and one of the attributes takes on a much larger

value than the other three, which all have the same value. Our analysis of this class of

functions allows us to show how market incentives promote greater diversity.

In what follows we will make the following assumptions.

A1: Optimal Models: Given the attribute that they have chosen, individuals will learn the
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optimal model.

A2: Single Learner: In any given period at most a single individual is learning. In each

period, individuals compare their two models for R randomly chosen states of the world.

The first assumption implies only that individual learn the correct sign for their at-

tribute. The second is made for convenience it allow us to assume away any correlation in

the learning environment. Let I denote the positive integers. We can then define the set of

all distributions as follows:

SMN = {(k1, k2, . . . kM) ∈ IM s.t.
M∑
i=1

ki = N

.

Thus, the distribution of models can be characterized as a discretized simplex of di-

mension M − 1. The various incentives structures and learning environments will produce

dynamics on that simplex. It is those dynamics that we compare. We first state a general

claim that holds for any outcome function provided that individuals consider only single

attribute models.

Claim 4 Given A1 and A2, if individuals consider only models that consider a single at-

tribute, then under any of the incentive structures and learning environments, an individual

can only exchange one attribute for another if the latter has equal or greater expected payoff.
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Case 1: M Odd, Equally Important Attributes

In our first special case, we assume that M is odd and that the assumptions of the previous

claim are satisfied so that all of the optimal single attribute models are equally accurate.

We first prove that given A1, the initial distribution will predict accurately with probability

one as the N becomes large.

Claim 5 Given A1, if M is odd and βi = β for all i, then for large N , the initial distribution

of individuals will predict correctly with probability one.

pf: Without loss of generality, assume that N is odd. Let n = N+1
2

If suffices to show that

for any subset of M+1
2

attributes that strictly more than half of the individuals consider

attributes in that subset. Each attribute is chosen initially with equal likelihood. Therefore,

the probability that more than half of the individuals choose an attribute in that set equals

N∑
j=n

(
N

j

)(
M + 1

2M

)j (M − 1

2M

)N−j

This is a Bernoulli distribution, which has mean p = M+1
2M

and a standard deviation equal to√
p(1−p)
N

so as N gets large the result follows.

Our goal here is to characterize the dynamic of the process as a function of incentives

and the learning rule. For each of our four scenarios, we can characterize the direction

of the dynamical system. Throughout, we let (kt1, k
t
2, . . . , k

t
M) denote the distribution of
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individuals across attributes at time t. In what follows, we assume that R, the number of

states of the world for which the two models are compared during the learning phase, is

sufficiently large that if one model has a higher expected payoff, then that model generates

the higher payoff. Without loss of generality, we assume that individual who learns in period

t considers attribute 1. Let J = {j : kj < k1} denote the attributes that are chosen with less

frequency than i and L = {` : k` = k1} denote the set of frequencies chosen with identical

frequency. Let δJ(i) = 1 if i ∈ J and 0 otherwise. Define δL(i) similarly. Our next claim

follows immediately given our assumptions.

Claim 6 Given A1 and A2, M odd and βi = β for all i. The probability distribution over

the types for the individual in the next period are as follows:

isolated learning with individual incentives:

(
1

2
+

1

2N
,

1

2N
,

1

2N
, . . . ,

1

2N

)

social learning with individual incentives:

(
1

2
+
θ + (1− θ)kt1

2N
,
θ + (1− θ)kt2

2N
, . . . ,

θ + (1− θ)ktM
2N

)

isolated learning with market incentives:
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(
N− | J + L

2
|

N
,
2δJ(2) + δL(2)

2N
, . . . ,

2δJ(M) + δL(M)

2N

)

social learning with market incentives:

(
N− | J + L

2
|

N
,
(θ + (1− θ)k2)[2δJ(2) + δL(2)]

2N
, . . . ,

(θ + (1− θ)kM)[2δJ(M) + δL(M)]

2N

)

pf. The results follow immediately from the definitions.

This claim states that individual incentives with isolated learning creates an unbiased

random walk. In contrast, social learning creates a biased walk in the direction of those

attributes that exist in higher proportion. Therefore, social learning will be less accurate than

isolated learning under individual incentives. Under market incentives, the process is biased

towards models that exist in lower or equal proportion. Therefore, this process will tend

toward an equal distribution across the three models. Note though that an equal distribution

is not a stable attractor because an individual might switch between two attributes that exist

in equal proportion. Finally, if we look at market incentives and social learning, we see that

there also exists a bias toward models that exist in equal or lower proportion but that bias is

attenuated by the fact that less represented attributes will be chosen less frequently during

social learning.
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In sum, the claim implies that market incentives with isolated learning will on average

perform best, followed by market incentives with social learning and individual incentives

and isolated learning with individual incentives and social learning performing worst. We

hasten to add that this only holds given our assumptions and for this particular class of

functions. We next consider a different class of functions for which this will not be true.

Case 2: M = 4 One Attribute Matters More

For our second class of functions, we assume that M = 4 and that β1 > β2 > β3 > β4 > 0

and that β2 +β3 +β4 > β1 > β2 +β3. Notice that the model that considers only attribute one

will be correct unless all of the other three attributes take the opposite sign. Thus, it will be

correct with probability 7
8
. The models that consider the other attributes will be correct if

either attribute one takes the same sign, (probability 1
2
) or if attribute one takes the opposite

sign and the other two attributes take the same sign (probability 1
8
). The optimal allocation

of individuals across attributes would be to have fewer than half of the individuals consider

attribute one and to also have fewer than half of the individuals consider any subset of the

other attributes. It can be shown that any distribution that satisfies those two assumptions

will always yield an accurate collective prediction

The first claim states that if the incentives are for individual accuracy, then all of the

individuals learn to look only at the first attribute.
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Claim 7 Given A2, individual incentives with either isolated or social learning result in

every individual choosing attribute one.

pf. By construction models that consider attribute one have the highest probability of being

accurate. By A2, this implies that under individual incentives, any individual who considers

attribute one will not switch to another attribute. Under isolated learning, any individual

who considers another attribute will switch to attribute one with probability 1
4
. Under social

learning those individuals will switch to attribute one with probability at least θ
4
.

With market incentives, individuals have incentives to choose models that consider more

than just attribute one. However, as we will see, those incentives are not powerful enough

to create sufficient diversity. We first characterize the distribution such that under market

incentives, the payoffs are equal across all single attribute models.

Claim 8 Under market incentives, if the payoffs to all single attribute models are equal then

a strict majority of the individuals consider attribute one.

pf: Let pi denote the proportion of individuals that choose a model that considers attribute

i. By symmetry, it follows that p2 = p3 = p4. Let this proportion equal p so that p1 = 1−3p.

Given market incentives, the payoff to the model that considers attribute 1 as a function of

p equals

π1(p) =
1

8

(
1 +

3

1− p
+

3

1− 2p

)
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The payoff to an individual whose model considers attribute j 6= 1 equals

πj(p) =
1

8

(
1 +

2

1− p
+

1

1− 2p
+

1

3p

)

Setting, these two expressions equal gives

1

1− p
+

2

1− 2p
=

1

3p

Rearranging terms gives

3p− 6p2 + 6p− 6p2 = 1− 3p+ 2p2

Which can be rewritten as

14p2 − 12p+ 1 = 0

Which has a solution p = 0.0935.

This claim implies that even though market incentives produce diversity in equilibrium,

that diversity will be insufficient to produce collective accuracy in light of the fact that a

strict majority of the individuals will look at only attribute one. Note also that the process

won’t settle on this equilibrium under either isolated or social learning, but instead, by

claim 4, it will hover near this equilibrium on average.
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4 Model Set up and Results

To derive analytic results we had to make two strong assumptions (A1 and A2). In a compu-

tational model, we can allow learning about coefficients on attributes to occur simultaneously

with switching which attributes to consider. We can also allow multiple individuals to learn

simultaneously. This assumption introduces correlated learning environments which should

reduce the ability of the collective to be accurate. In the computational model, we can allow

individuals to consider more than a single attribute, and we can explore a wider range of

functions. This ability to include more realistic micro level assumptions are an advantage

of computational models. Computational models also require greater specificity about ini-

tial points, learning algorithms, and timing (Miller and Page 2008). Therefore, results from

computational and mathematical models don’t always align perfectly. The deviations can

be understood by detailed analysis of both the mathematical and computational findings.

In our computational model, we initially randomly assign each individual with a subset

of attributes to consider in its initial model.2. For each individual, we construct a look-up

table. This table keeps track of the attribute values and the outcomes of each past event,

but only for the attributes that the individual includes in its model. As an individual has no

prior knowledge about the relationship between the attributes considered in his or her model

and the outcome, this look-up table initially starts empty. Under individual incentives, an

2These were run in both Python and Netlogo. Code is available from the authors.
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Attributes Good Outcomes Bad Outcomes

xi = −1, xj = −1 1 4

xi = −1, xj = 1 4 0

xi = 1, xj = −1 1 4

xi = 1, xj = 1 5 1

Figure 2: A Look-up Table After Twenty Periods Given Individual Incentives

individual need only keep track of the outcomes for each combination of attributes. Figure 4

shows an example of look-up table after twenty periods.

Under market incentives, the look-up table must also keep track of the payoffs from

making each prediction. It could make sense for an individual to predict the less likely

outcome because it has a higher expected payoff. In either scenario, after each period, an

individual records the reward he or she received and updates his or her incentives table

by incrementing the incentives for making positive and negative predictions given the state

of the world. The individual does so by calculating the rewards she would have received

for making those predictions during that period. Recall that under individual incentives

an individual gets a fixed reward of 1 if the prediction he or she made matched the actual

outcome and no reward if it did not. Under market incentives, individuals who correctly
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predicted the period’s outcome equally split a fixed reward of N .

To implement the two learning environments, we make the following assumptions. With

some fixed probability, pd, an individual decides to assess the usefulness of each the attributes

she considers taking into account the costs of looking at an additional attribute. If any of

her attributes is not worth the cost – by that we mean that given her look-up table, if she

determines that the added value of considering that attribute is less than the cost – she

drops the least valuable of her attributes. If all of her attributes have positive value based

on the states of the world she has seen, then she chooses a random attribute to add. Thus,

suppose that it was optimal for an individual to consider a single attribute. Sometimes

the individual will consider two, but then she’ll drop one. And, sometimes she’ll consider

only one attribute, but then she’ll add one. So most of the time, she’ll be considering one

attribute.

If an individual drops an attribute, then rows of the look-up table can be combined. If

though, the individual adds a new random attribute to her model, she must begin with a

new look-up table. This asymmetry could be avoided if all individuals kept track of all of

the attributes of all states of the world, but this would be empirically implausible. Thus,

even though this assumption introduces an asymmetry related to the adding and dropping

of attributes, we believe it to be sensible.

In isolated learning, the choice of how to predict as well as the adding and dropping of
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attributes takes place absent any information about how others perform. In social learning,

that’s no longer the case. Individuals mimic others who predict more accurately. To capture

social learning, we assume that with some probability and individual meets another indi-

vidual. If that second individual has had higher total rewards over the past three hundred

periods, then the first individual copies the model of the second.

4.1 Computational Analysis of Our Two Classes of Functions

We first consider the two special cases for which we derived analytic results. Our mathemat-

ical results provide a check on our computational model. For some outcome variables, we

can prove the expected values. If our computational model produces those values, we can

have more confidence in correctness of both models. The computational models also allow

us to push the analysis deeper. In what follows, we take average values over individual runs

of thirty thousand periods. If we treat each period as a data point, then all of the differences

that we present are significant at the p = 0.01 level.

Case 1: M Odd, Five Equally Important Attributes

In the first case, we consider a function defined over five attributes in which each of the

attributes has equal weight. We set costs so that it’s optimal for individuals to consider

a single attribute. We consider one hundred and one individuals so that the effects of
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Figure 3: Social Learning, Individual Incentives with Five Equal Attributes

the incentive and learning environments are more pronounced. It can be shown that the

expected accuracy of each individual equals 68.75%. For each of the four scenarios, the

average accuracy lied within 0.2% of that value.

Figure 3 shows the average accuracy of the group (the top line) as well as the moving

average accuracy for each of two individuals under social learning with individual incentives.

Note that accuracy dips up and down. This was to be expected from out theoretical results.

The theoretical results implied that market incentives should produces higher group accuracy

than individual incentives and that isolated learning should produce higher group accuracy
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than social learning. We find both to be true as shown in the next table.

Group Accuracy For Five Equally Weighted Attributes

101 Individuals, 30,000 Periods

Isolated, Individual Social, Individual Isolated Market Social Market

87.39 84.83 96.35 95.44

We also find that market incentive lead to much more diversity than do individual incen-

tives. The advantage of market incentives stems from their ability to maintain diversity in

the population. To capture model diversity, we first calculate the total number of attributes

included by individuals. Call this X. We then calculate the number of individuals that con-

sider attribute i. Call this xi. The vector (x1

X
, x2

X
, dots, x10

X
) can be thought of as a probability

vector. To calculate the diversity of this vector, we use the diversity index.3

The diversity index of DIV (p1, p2, . . . , pM) = 1∑M

i=1
p)i2

The diversity index is constructed so that if each individual considers the same two

attributes, the index will equal two (DIV (1
2
, 1

2
, 0, . . . , 0) = 2) and if the individuals spread

attention evenly across all M attributes the diversity will equal M . Thus, in this example,

maximal diversity equals five. Figure 4 and Figure ?? show the time series for the diversity

index for isolated learning and market incentives (the most diverse population) and social

3In Political Science, this measure also captures the effective number of parties, and in biology, the

identical measure called Simpson’s Index is used to capture species diversity.
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Figure 4: Diversity: Isolated Learning, Market Incentives with Five Equal Attributes

learning and individual incentives (the least diverse). Isolated learning and market incentives

produces almost maximal diversity, which equals five in this case. Not only is social learning

less diverse, it’s also more volatile. Notice too that the periods of low accuracy seen in

Figure 3 corresponds to periods of low diversity in Figure 3.

Case 2: M = 4 One Attribute Matters More

We next show computational results for our second class of functions. Recall that we assume

four attributes and that β1 > β2 > β3 > β4 > 0 and that β2 + β3 + β4 > β1 > β2 + β3.

Recall also that the most accurate model consider only attribute one and is accurate with

probability 87.5%. Here, we find that for all of the cases except for market incentives and
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Figure 5: Diversity: Social Learning, Individual Incentives with Five Equal Attributes

isolated learning, the group’s accuracy is not significantly different from this percentage. The

data from the runs show that a strict majority of the individuals consider only attribute one.

However, under market incentives, with isolated learning, the average individual accuracy

equals only 78.94%. Yet, the group’s accuracy equals 88.16%, only a slight improvement

over the other scenarios. The market incentives are able to maintain some diversity as

shown in Figure ??. But, as shown theoretically above, that diversity is insufficient to

produce accurate group predictions.

4.1.1 The Diversity Prediction Theorem

Our computational analysis of the two special cases highlights the importance of diversity.

To help organize thinking about these results and the more general results that we present
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Figure 6: Diversity: Isolated Learning, Market Incentives with Four Attribute Case

next, we introduce the well known result that Page (2008) calls the Diversity Prediction

Theorem (Page 2008). This theorem states that the accuracy of a collection equals the

average accuracy of the individuals in that collection minus the diversity of their predictions.

Claim 9 (Diversity Prediction Theorem Let si be the prediction of individual i. Let s̄

equal the average prediction of all N individuals and let θ equal the true value of the outcome.

The following identity always holds.

(s̄− θ)2 =
N∑
i=1

(si − θ)2 −
N∑
i=1

(si − s̄)2

Note that this theorem states that the mean prediction improves with individual accuracy

and collective prediction. In our case, we’re considering the median prediction not the mean.

If we code predictions and outcomes as minus one or plus one, then if the median has the
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same sign as the outcome, then the crowds prediction will be correct. Thus, in our case

as well, individual accuracy and collective diversity will correlate with the ability of the

collection to predict correctly.

4.2 General Results

To explore how the incentive and informational structures effect collective accuracy, we

analyzed six sets of parameters. The data that we show below assume nine attributes and 101

individuals. Each run of the model consisted of one hundred thousand periods. We present

average data over two hundred runs. For each of these two hundred runs, we randomly

drew coefficients for the outcome functions. Thus, some of the functions will resemble our

first special case, with each coefficient having approximately the same weight. For those

functions, diversity will be high. For other functions, some coefficients will be much larger

than others and under both individual and market incentives, diversity will be lower.

In practice, the outcome function won’t be known. If it were, outcomes could be predicted

perfectly. This observation motivates our computational analysis. We want to compare how

these different informational structures and incentive systems produce emergent collective

wisdom on average, across a distribution of outcome functions. Our analytic results tell us

how they perform in two special cases, but those special cases do not span the full set of

possible outcome functions.
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Figure 7: Diversity, Individual and Collective Accuracy Diversity (200 Runs)
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Figure 7 shows results on average individual and group level accuracy as well as diversity.

The dark bars show average individual accuracy and the light bars show collective accuracy

across the two hundred runs. The graph also includes error bars that mark out two standard

deviations in each directions. The data show that markets create less accurate individuals,

more diversity, and more accurate groups. Isolated learning has the same effects, though of

less magnitude. Overall, the results from the computational model paint a consistent picture.

The ordering of the four scenarios by collective accuracy is identical to their ordering by the

amount of diversity that they produce

Market, Isolated � Market, Social � Individual, Isolated � Individual Social

Paradoxically, the ordering by individual accuracy would be the exact reverse. The

computational results suggest that incentives that produce accurate individuals prove less

capable of producing accurate collectives. Overall, though market incentives and isolated

learning both produce more accuracy markets have a larger effect because they produce far

more diversity (as measured by the diversity index of the attributes considered. In fact,

market incentives with isolated learning produce nearly twice the diversity as do individual

incentives and social learning. The relationship between diversity and group accuracy can

be also be seen by plotting the difference between group accuracy and average individual

accuracy against the diversity index. Figure 8 shows data from two hundred runs for each
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Figure 8: Correlation Between Diversity Bonus and Diversity Index (200 runs)

scenario. This plots shows that model diversity, as measured by the diversity index of the

distribution of attributes considered by the individuals, correlates strongly with what we call

the diversity bonus, the difference between group accuracy and individual accuracy that’s

characterized in the Diversity Prediction Theorem. This correlation holds both within each

scenario and across the four scenarios. This plot shows how markets create much more model

diversity and a corresponding larger diversity bonus.
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5 Discussion

In this paper, we have constructed a model to explore how collective accuracy emerges in

a model in which individual choose models in various informational environments under

different incentives. Our mathematical and computational analyses of this models shows

two main results. First, we find that isolated learning produces greater model diversity

and therefore more accurate collectives. Second, we find that market incentives, in which

individuals payoffs are inversely proportional to the percentage of correct predictors produce

more diversity but less individual accuracy. The increase in diversity more than offsets the

loss in individual accuracy implying that market incentives with isolated learning provide

the best environment for collective accuracy to emerge.

Our results in some respects mirror those derived by Golub and Jackson (2010), who

study the wisdom of crowds in social networks. They take the distribution of initial signals

as given and examine how much weight people should place on the opinions of others. They

find that the wisdom of crowds requires vanishing weight on the most connected people, in

other words, more equal weighting of signals.

We also find that though markets create greater diversity, they do not produce sufficient

diversity for the crowd to be one hundred percent accurate, which theoretically, they should

be able to achieve. In the case of five equally weighted attributes, they come close to perfect

accuracy, but when we increase the number of attributes to nine and average across a variety
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of functional forms for the outcome function, accuracy falls to around 90%. Individual

accuracy lies far below that level implying that collective accuracy does in fact emerge, but

interestingly it emerges partly through a lack of interaction – the isolated learning – and

partly through linked payoffs – the market incentives.

To see if stronger incentives for diversity would produce more accurate collectives, we also

experimented with what we call hyper market incentives, in which the payoff to an individual

was proportional to one over the square of the number of individuals who predict correctly.

These incentives might not be feasible in practice as payouts could be large in only a single

individual predicted correctly. To put this formally, these incentives fail to satisfy the balance

criterion from mechanism design (Myerson 2008) Violations of the balance criterion are most

relevance in market settings in which resources paid out must equal resources received. In

the context of an organization in which the coin of the realm might be reputation, no balance

criterion need exist. And, a lone person who foresees a crash might indeed earn enormous

benefits.

These findings suggest several directions for future inquiry, particularly in expanding

the possible informational structures and incentives systems. Our analytic results imply

that there probably won’t be a single incentive system that works for all outcome functions.

Thus, it may be optimal for the incentive system to itself adapt. In addition, though diversity

produces better outcomes, more diversity need not always be better. The scenarios that we
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considered produced insufficient diversity but that does not mean that all incentive systems

and informational structures would do so. Emergent collective accuracy requires a balance

between incentives to look at the world differently and incentives to focus on those attributes

that matter most. Incentives that only consider individual performance may not produce

the diversity necessary for collective accuracy.
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