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a b s t r a c t
Background: The accurate localization of implanted ECoG electrodes over the brain is of critical importance to invasive diagnostic work-up for the surgical treatment of intractable epileptic seizures. The
implantation of subdural electrodes is an invasive procedure which typically introduces non-uniform
deformations of a subject’s brain, increasing the difﬁculty of determining the precise location of the electrodes vis-à-vis cortex. Formalization of this problem is used to deﬁne a novel solution for the optimal
localization of subdural electrodes.
New method: We demonstrate that nonlinear transformation is required to accurately register the
implanted electrodes to the non-deformed pre-surgical cortical surface, and that this problem is accommodated by utilizing known features of electrode geometry. Techniques to register chronically implanted
subdural electrodes to the undistorted brain image are described and evaluated using simulated and
clinical data.
Results: Principal Axis, our novel analysis method that estimates an electrode’s orientation by the moment
of inertia of the solid electrode volume, proved to be the most reliable measure in both the simulated
and clinical datasets.
Comparison with existing methods: This method of electrode translation along its principal axis is an
improvement over other techniques, such as the limited view provided by intraoperative photography,
and the image degradation inherent in post-operative MRI.
Conclusions: This technique compensates for alterations due to post-operative brain edema, and translates
subdural electrodes to their original location on pre-operative MRI 3D models. This is helpful in the correct
localization of seizure foci and functional mapping of epilepsy patients.
© 2016 Elsevier B.V. All rights reserved.

1. Introduction
Electrocorticography (ECoG) is an invasive method for recording
epileptic activity diretly from cortex using chronically implanted
subdural electrodes. The diagnostic value of implanted ECoG elec-
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trodes in the surgical work-up of intractable epileptic seizures has
resulted in improved prognosis (Spencer et al., 1990; Engel et al.,
2005). Due to their superior spatial resolution compared to scalp
recordings, ECoG has been considered a gold standard for locating seizure foci and determining their relationship to eloquent
cortex (Rosenbaum et al., 1986; Spencer et al., 1990; van Veelen
et al., 1990). However, it remains a non-trivial task to determine
the precise location of each implanted ECoG electrode relative to
a speciﬁc area of cortex once the scalp has been closed (Morris
et al., 2004; Tao et al., 2009). Furthermore, because subdural elec-
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Fig. 1. Two examples of how electrodes (yellow) shift in axial slices of post-operative CT (red) co-registered to pre-operative MRI (grey). (a) (patient 4) A typical patient with
a moderate (1 cm) medial shift of right frontal and parietal electrodes. (b) (patient 1) A patient with occipital electrodes showing anterior shift of left occipital electrodes.
These shifts reﬂect the underlying brain deformation. (For interpretation of the references to color in this ﬁgure legend, the reader is referred to the web version of this
article.)

trode arrays are placed according to the individual needs of the
patient, group studies requiring electrode-cortical location comparisons across patients are limited by the diversity of implantation
strategies across patients.
The localization of electrodes to the cortical surface has classically been determined by visual inspection of intraoperative
photographs (Towle et al., 1995; Rutka et al., 1999; Wellmer et al.,
2002; Dalal et al., 2008; Pieters et al., 2013), but not all of the electrodes are visible. The ﬂoating spatial conﬁguration of all of the
implanted electrodes can be determined with minimum radiation
exposure from orthogonal skull ﬁlms (Grzeszczuk et al., 1992), but
this does not correct for post-surgical brain-shift. Alternatively, to
determine the location and conﬁguration of electrodes, some institutions obtain post-implant MRIs to localize the electrodes on the
cortical surface (Morris et al., 2004; Yang et al., 2012). However,
the metallic composition of the electrodes causes signiﬁcant spatial distortion of the MR images, and degradation of the images
in the region of the electrodes. More commonly, patients undergo
a presurgical MRI days or weeks before the implantation of electrodes, followed by an immediate post-surgical CT to image the
subdural electrodes with minimal ﬁeld distortion. The preoperative and post-operative images can be co-registered using common
ﬁducial points (Towle et al., 2008) or mutual information theory
(Viola and Wells, 1997), to create composite images (Towle et al.,
1995; Thevenaz and Unser, 2000). This procedure images the location of migrated electrodes, but does not reveal their location on
the pre-operative MRI. This is because the invasive surgical process
often introduces gradual deformation to a subject’s brain, resulting in “brain shift” (Skninjan et al., 2002; Elias et al., 2007). After
co-registering the pre-implant MRI with post-implant CT some
electrodes often appear buried inside the pre-implant cortex due
to the brain migrating from its original position due to the accumulation of CSF, blood, and other interstitial ﬂuids, and the electrodes
can slide to different locations over cortex (Fig. 1).

It is therefore not a valid approach to evaluate the goodness of
registration by comparing to intraoperative photographs in which
electrodes necessarily conform to ﬁxed in-grid distances. Intraoperative photography also has the limitation that it only applies to
visually exposed areas where the convexity of the brain is usually low. Electrodes placed over inferior or medial cortical areas
are usually slid into place through burr holes, and thus are not
visible during surgery. In particular, the electrode shift may be
large in areas where the cortex is highly warped, e.g., occipital
pole, temporal pole, and inferior temporal gyrus, where intraoperative photography is usually unavailable. Beyond its theoretical
limitations and spatial distortions, estimating the on-cortex locations of electrodes from photographs is a non-trivial exercise (Dalal
et al., 2008). This physical deformation of the brain creates a problem for researchers and clinicians, as the cortical locations of the
electrodes, and thus the actual location of the electrophysiologic
activity recorded from the cortical surface, are not immediately
clear. Although past researchers have provided techniques to correct for brain shift, and register the electrodes onto the pre-implant
cortical surface, i.e., the cortical surface as it appears on the preimplant MRI in order to minimize the uncertainty about the origin
of electrophysiologic potentials generated in the brain (Hermes
et al., 2010; Dykstra et al., 2012; O’shea et al., 2006), here we address
this problem in a completely novel manner by taking the geometry
of the disk electrodes from the CT into account.
1.1. Formalization of the problem
As introduced above, there have been several approaches to
addressing the problem of localizing postoperative electrodes using
different input image modalities. However, we are unaware of a
formal framework to understand and assess these methods. This
electrode registration problem can be formalized as a weak form
of the problem to determine the deformation of the cortex due
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Fig. 2. An S2 manifold C deforms into another S2 manifold C by homeomorphism
s. electrodes E are mapped to E by s.

This simple formalization is already useful in re-evaluating the
initial practice of testing a registration method by comparing it
to intraoperative photography. Suppose we register a rectangular
electrode grid; the in-grid distances between electrodes would be
ﬁxed according to grid conﬁguration in the post-implant CT and
also in the intraoperative photographs. But s−1 is only guaranteed
to preserve in-cortex distance, not in-grid distance (the electrode
grid is a manifold that intersects with C at E but generally not a
part of C ) so it is generally false that E = s−1 (E  ) would conform to
the same in-grid distances as E does.
The formalization suggests a way to quantitatively evaluate
registration results, and thus registration methods. Speciﬁcally,
obtaining the solution to the full deformation map s−1 , will yield
s−1 restricted to E . Recovering s−1 restricted to E given E and C is
a challenging task because the available information is extremely
limited (E , being a point set, has very little structure). Such an evaluation dataset can be constructed by incorporating post-implant
MRI. It is possible to estimate the deformation map s by using
FreeSurfer’s spherical map or other brain warping methods to connect the reconstructions of pre-implant cortex and post-implant
cortex. Because subdural electrodes are implanted based on the
clinical needs of the patient, one interesting option to explore further for inter-subject comparisons is to use FreeSurfer’s spherical
map as the constraint (Fischl et al., 1999a,b).
1.2. Evaluation of nonlinear registration using simulated data

Fig. 3. 3D rendered ECoG electrodes from a CT scan. The electrodes as imaged in
high resolution CT exhibit disk-like geometry as they progressively wrap around
the cortex (blue: electrodes, green: translation to the dura). (For interpretation of
the references to color in this ﬁgure legend, the reader is referred to the web version
of this article.)

to electrode implantation. The following discourse is intended to
formalize the electrode registration problem.
Suppose that the pre-implant cortical surface, denoted by C, is
deformed into C by some isometrys : C → C  with some anatomical
landmarks preserving constraints (Fig. 2). The problem of determining this deformation amounts to solving for the map s given
C and C . Because the electrodes are implanted subdurally, they
rest on the pial surface over the cortex, and we can denote their
positions as E on the pre-implant surface C and E  = s (E) on the
post-implant surface C , i.e.E ⊂ C and E  ⊂ C  . This electrode registration problem amounts to solving for s−1 restricted to E, given E
and C. Solving for C from E and C will yield a similarly desirable
result as either pair of E and C or E and C will deﬁne the electrodes’
locations in respect to the cortex. This will require solving the full
deformation problem.
The electrode registration problem is a weak form of the
deformation problem in the sense that if we can solve for s (or
equivalently,s−1 ), then in particular, we can trivially obtain the
electrode locations E fromE = s−1 (E  ). This formalization is rather
ﬂexible: the aforementioned anatomical landmark preserving constraint on deformation s can be point-based or spline-based.

One of the most salient features in a post-implant CT is the disklike geometry of electrodes (Fig. 3). Instead of modeling electrodes
as points, as in previously published methods, here the electrodes
are modeled as disks with no extent, i.e. each electrode is speciﬁed by its center(a point) and orientation (a vector). Thus we
have ne for e ∈ E in addition to E and C and assuming good contact of the electrodes with the cortex, the disk orientations are
the surface normals of C at E . With the knowledge of the surface
normals at E , it is possible to estimate the deformation s by assuming that the deformation is purely compressive along the normals,
and there is no shear within the grid perpendicular to the surface
normals. Therefore to recover s−1 restricted to E , we project each
electrode e to the intersection of a line along its orientation ne and
C. In order to evaluate the accuracy of surface-normal estimates
to electrodes, we ﬁrst generated simulated electrodes of known
radius, thickness, and orientation.
2. Methods
1000 cylinders of uniformly random orientations were generated using custom-written python packages and visualized
with MayaVi. Cylinders were generated with a radius of 2.5 mm
(±0.1 mm uniform random noise) and a thickness of 2.5 mm
(± 0.5 mm uniform random noise). Uniform random noise was
added to these parameters to approximate the variable boundaries
of In Vivo electrodes on a thresholded CT image. After generation,
cylinders were digitized into voxels that varied systematically in
sampling density from 0.2 × 0.2 × 0.2 mm to 1.5 × 1.5 × 1.5 mm.
Three techniques were developed and tested with simulations to
estimate the orientation of a cylinder relative to ground-truth: (a)
Best-Fitting Plane, (b) Random Sample Consensus and (c) Principal
Axis.
(a) The Best-Fitting Plane algorithm ﬁnds the plane that best ﬁts all
segmented electrode voxels.
(b) Random Sample Consensus (RANSAC) is an iterative stochastic
algorithm that tries to identify a plane that can explain most,
instead of all of the segmented electrode voxels. In order to
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Fig. 4. Simulated electrodes (radius = 2.5 mm, thickness = 2.5 mm) digitized in the same anisotropic CT voxels (0.5 × 0.5 × 0.5 mm resolution), but at different orientations to
the voxel plane (left column in-plane, center and right columns out-of-plane) and shown from different angles (rows). The true orientation of the electrode is represented by
the black line and the three colored lines represent the orientation calculated by each of the three measures: Best-Fitting Plane (BFP; yellow), RANSAC (R; blue), and Principal
Axis (PA; red). The angular displacement between the true and calculated electrode orientation increases when the orientation of the electrode does not match the voxel
slice orientation. Nevertheless, the Principal Axis method signiﬁcantly outperformed the other two measures regardless of electrode orientation. Some overlapping axes are
not visible. (For interpretation of the references to color in this ﬁgure legend, the reader is referred to the web version of this article.)

avoid ﬁtting a plane to the voxels inside the segmented electrode cylinder, we hollowed out the electrode segments before
running RANSAC. On a cylinder with large radius-to-height
ratio, it should identify either the top cap or the bottom cap.

(c) The Principal Axis method treats a segmented electrode as a
solid object of uniform density. The moment of inertia matrix
is calculated by summing the moment of inertia of each constituent voxel with respect to the center of mass of the electrode.
for a cylinder where the radius-toAnalysis has revealed that 
height ratio is larger than 1/3, the principal axis with the
largest moment of inertia is along the cylinder’s longitudinal
axis.
Angular displacement values were calculated for each iteration as the difference between the estimated orientation relative
to the true orientation for each of the three methods (Fig. 4).
This approach yielded 1000 angular displacement values for each
method. Distributions of angular displacement were compared
using Kruskal-Wallis Tests (non-parametric one-way ANOVA) and
follow-up Wilcoxon rank order tests (non-parametric t-tests).
3. Results

Fig. 5. Histograms showing the results of the accuracy in degrees between the true
orientation and the orientations estimated by the three proposed methods. The Principal Axis method shows the lowest angular displacement highlighting it as the most
robust and reliable method.

Because the true orientation of any implanted electrode is not
known, its orientation must be estimated from the post-op CT
image. Three techniques were developed and tested with simulations to estimate the orientation of a stimulated electrode
from CT: Best-Fitting Plane, RANSAC, and Principal Axis. 1000
disks of uniformly random orientations were generated and these
three proposed analysis techniques were applied to estimate their
orientations for comparison with their true orientations. As the calculated orientation of the stimulated electrode could be affected by
the orientation of the voxels or slices after digitization of the stimulated electrode into voxels (Fig. 4), the 1000 generated cylinders
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Table 1
Angular displacement as a function of voxel size.
Voxel Resolution (mm)

Volume (mm3 )

Mean (degrees)

Min (degrees)

Max (degrees)

0.2 × 0.2 × 0.2
0.3 × 0.3 × 0.3
0.4 × 0.4 × 0.4
0.5 × 0.5 × 0.5
0.6 × 0.6 × 0.6
0.7 × 0.7 × 0.7
0.8 × 0.8 × 0.8
0.9 × 0.9 × 0.9
1.0 × 1.0 × 1.0
1.1 × 1.1 × 1.1
1.2 × 1.2 × 1.2
1.3 × 1.3 × 1.3
1.4 × 1.4 × 1.4
1.5 × 1.5 × 1.5

0.01
0.03
0.06
0.13
0.22
0.34
0.51
0.73
1.00
1.33
1.73
2.20
2.74
3.38

0.2
0.5
1.0
1.6
2.4
3.1
3.9
5.9
4.4
7.8
11.3
11.3
11.0
14.1

0.0
0.0
0.0
0.0
0.1
0.0
0.0
0.4
0.1
0.1
0.5
0.5
0.5
0.3

2.1
3.9
6.7
11.1
14.4
20.1
17.5
18.2
19.3
29.0
28.4
89.6
52.9
33.6

were drawn from uniformly random generated orientations to yield
a sample of electrodes representative of real-world constraints.
Fig. 5 shows the histograms of the inner product of estimated and true orientations for each of these methods. At
0.2 × 0.2 × 0.2 mm voxel resolution, Principal Axis showed the lowest angular displacement relative to the true disk orientation
(median angular displacement of 0.17◦ ), RANSAC the second best
(median angular displacement of 5.60◦ ), and Best-Fitting Plane the
worst (median angular displacement of 29.88◦ ), with differences
between these distributions conﬁrmed using Kruskal-Wallis Tests
(H(2) = 2320.1, p < 0.0001). Follow-up tests using the Wilcoxon
Method conﬁrmed the signiﬁcant differences between these methods in a pairwise fashion: Principal Axis greater than RANSAC
(z = 38.4, p < 0.0001), Principal axis greater than Best-Fitting Plane
(z = 38.7, p < 0.0001), and RANSAC greater than Best-Fitting Plane
(z = 27.4, p < 0.0001).
As poor anisotropic resolution of the CT will limit the amount of
shape information present in the digitized voxels, we separately
evaluated the impact of voxel size on angular disparity for the
Principal Axis method. 1000 disks of uniformly random generated orientations were created at 14 isotropic voxel resolutions,
varying linearly from 0.2 × 0.2 × 0.2 mm to 1.5 × 1.5 × 1.5 mm in
0.1 mm intervals. Fig. 6 shows the histograms of the inner product of the true orientations relative to the Principal Axis estimated
orientations. Table 1 reports the median, min, and max angular displacements at each of these voxel resolutions and associated cubic
volume. Angular displacement increased as a function of voxel size
and showed a linear and positive relationship with voxel volume
(such that increased voxel volume correlated with increased angular displacement), r = 0.963, t(12) = 12.46 p < 0.0001.
3.1. In Vivo clinical studies
Artiﬁcially generated electrodes reﬂect the best-case scenario
for the application of these methods. Conversely, In Vivo electrodes
will vary in their size and speciﬁc shape due to signal dropout,
merged electrodes, and contact with signal artifacts including the
skull, wires, and staples. As our in silico simulations revealed Principal Axis to be the best a priori method for establishing the tangent
vector of electrodes, here we applied this method to clinically
acquired post-operative CT images to evaluate their clinical efﬁcacy
relative to manually adjusted electrode placements. To provide a
metric relative to other studies, we additionally localized electrodes
using the nearest-neighbor approach, relative to manually adjusted
electrode placements.
4. Methods
CT and MRI scans from 10 epilepsy surgery patients were studied as they became available. Inclusion and exclusion criteria were

based on clinical grounds, according to the needs of the patient. Preoperative structural MRI scans were obtained on a GE 3T scanner
with 512 × 512 in-plane resolution using a T1 pulse sequence. Postoperative CT scans were obtained on different clinical scanners with
various resolutions; the clinical and imaging characteristics of the
patients are displayed in Table 2. MRI and CT images were registered using the mutual information methods contained in SPM8
(Viola and Wells, 1997; Penny et al., 2006). No reslicing or resampling of the CT was used.
Using one of the proposed estimation techniques, we obtained
{ne } and E . The pre-implant cortical surface C was extracted from
the MRI using FreeSurfer. Due to the ﬁxed lattice arrangement of
electrodes in an electrode grid, some electrodes were inadvertently
placed onto blood vessels or lesions, and were therefore out of
contact with C (Fig. 7). To avoid registering electrodes into sulci,
instead of strictly following the discussion of using cortical surface
C and C , in practice, we registered E onto the pre-implant dura
surface D. The pre-implant dura surface D was approximated by
a morphological closing operation on C , with a spherical element
of some suitable radius (Dykstra et al., 2012; Schaer et al., 2008).
We generated the dura surface with custom scripts that are available as part of the included registration program at https://github.
com/towle-lab/electrode-registration-app which utilized common
FreeSurfer tools including the mris ﬁll and make outer surface
functions. The diameter should be somewhat larger than the width
of a typical sulcus; we used 15 mm following Schaer et al. (2008).
After registration and generation of the dural surface, the electrode voxels were segmented from the CT with thresholding by
intensity (Hunter et al., 2005); voxel intensity values used to segregate electrodes from other signals on the CT were set initially
to 3200 and then were reduced until the majority of electrodes
were visualized with their shape information maintained. Clusters of contiguous voxels above this intensity threshold value were
then subject to inclusion only if they were within 25 mm of the
dura surface and displayed a volume of 5 mm3 , to exclude remnant
skull, wires, and other artifacts. Any artifacts that survived these
correction procedures were then removed from visualization. As
electrodes overlapping with one another or that were merged with
the skull are comprised of a single contiguous set of voxels that
lacks disk shape information, we excluded these electrodes from
analyses (see Table 2). In addition, as setting a single voxel intensity threshold was not optimal for all areas due to signal dropout,
not all electrodes were always located in a single pass and had to be
added in manually or located at a second pass with a lower threshold; for simplicity we excluded manually added electrodes from
the present analyses (see Table 2).
We then registered electrodes to the dura surface using three
methods: (a) Principal Axis, (b) Nearest Neighbor Approximation,
and (c) Manual Electrode Placement.
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Fig. 6. Histograms showing the results of the accuracy in degrees between the true orientation and the orientations estimated by Principal Axis at voxel resolutions varying
from 0.2 mm isotropic to 1.5 mm isotropic. Mean accuracy decreases linearly with cubic voxel size.

Table 2
Demographic, clinical and imaging characteristics of the patients.
Pt.

Gender

Age

Diag.

MRI Status

# Elect.

Split Elect.

Manual Elect.

Areas

CT Voxel Resolution (mm)

Volume (mm3̂)

1
2
3
4
5
6
7
8
9
10

F
F
M
F
F
F
F
F
M
M

27
21
28
15
9
46
16
24
15
30

L TLE
L TLE
R TLE
R TLE
L TLE
L TLE
R o sz
R TLE
L f sz
L TLE

L med t scler
normal
B t enceph
normal
L med t scler
L t cavernoma
R f encephala
R polymicrog
L t lesion
normal

136
64
64
96
122
54
144
104
136
72

17
2
8
10
7
10
12
12
8
9

3
1
0
0
0
0
10
0
36
0

L fpto
L fpt
R fpot
R fpt
L fpt
L fpt
R ftp
R fpt
L fpt
L ft

0.453 × 0.453 × 0.600
0.409 × 0.409 × 1.000
0.434 × 0.434 × 0.900
0.424 × 0.424 × 1.000
0.449 × 0.449 × 1.000
0.488 × 0.488 × 1.000
0.502 × 0.502 × 1.000
0.503 × 0.503 × 1.000
0.512 × 0.512 × 1.500
1.000 × 1.000 × 1.000

0.137
0.167
0.170
0.180
0.202
0.238
0.252
0.253
0.393
1.000

Principal Axis, described in our simulation studies, was shown
to be the best a priori method for establishing the tangent vector of
electrodes and here we test its performance in real-world settings.
Estimated electrode position on the dura surface was identiﬁed by
contact with the projection of the tangent vector from the electrode.
Nearest Neighbor Approximation, in which the closest dura
point relative to an electrode voxel in Cartesian space (equivalent
to modeling the deformation being minimal in terms of distance),
was used as a comparative measure.
Manual Electrode Placement, in which the spatial positions of
electrodes were manually adjusted using known electrode geometry, relative positions of electrodes on strips and grids, as well as
intraoperative photography (when available), was completed by
one of the authors (DB) and used as the closest measure to ground
truth available for comparison with the other two methods.
The registered images were displayed with the multi-image
capabilities of FreeSurfer (Fischl et al., 2004; Segonne et al., 2004,
2007).
For each of the 10 patients we calculated the difference between
Principal Axis and Manual Electrode Placement, Nearest Neighbor Approximation and Manual Electrode Placement, as well as
the difference in errors between Principal Axis and Nearest Neighbor Approximation ((Principal Axis – Manual)- (Nearest Neighbor
– Manual)). Accuracy between the two measures was compared
using paired two-tailed t-tests.

than that of Nearest Neighbor Approximation (mean = 1.6 mm,
SD = 0.9 mm), t(9) = 3.95, p = 0.003. At the individual subject level, 9
out of 10 patients showed signiﬁcantly better registration accuracy
with Principal Axis compared to Nearest Neighbor Approximation
(see Table 3); the patient who experienced no difference in registration accuracy between the two methods had the lowest CT
resolution among the group (Patient 10: 1.0 × 1.0 × 1.0 mm).
In order to further explore the poor performance of the Principal Axis technique applied to Patient 10 we calculated this subjects’
predicted error based on the simulation data. Table 1 reports that
a 1.0 × 1.0 × 1.0 mm CT resolution engenders a maximum angular
displacement of 19.3◦ . Extrapolating from this worst case scenario
and using Patient 10’s electrode displacement value of 6.1 mm
we can calculate ([tan(angular displacement) × electrode displacement]) an average linear registration error of 2.14 mm, slightly
under the observed average error of 2.6 mm.
Fig. 8 shows the electrodes from three representative subjects (including Patient 10) registered using these three different
approaches, and highlights that small deviations in registration
accuracy can lead to mislocalization of electrodes onto incorrect
gyri. In order to visualize the distribution of mislocalization errors
made by the two techniques, we additionally include histograms
for the 10 patients, reﬂecting the difference in registration accuracy
between Nearest Neighbor and Principal Axis (Fig. 9).
6. Discussion

5. Results
Accuracy for the Principal Axis and Nearest Neighbor Approximations were compared relative to Manual Electrode Placement.
Registration errors between these two measures relative to Manual Electrode Placement for each of the 10 patients are presented
in Table 3. Across these patients, Principal Axis resulted in signiﬁcantly less registration error (mean = 0.4 mm, SD = 0.8 mm)

Here we describe and test a new approach to spatially adjust
3D MRI images so that subdural electrode locations from a CT will
be translated to the physiologically appropriate locations on the
post-surgical surface of the brain. This method enables the accurate registration of intracranial electrodes, enabling more accurate
analyses of electrophysiologic ﬁndings over the cortex. Speciﬁcally, using computational simulations to model electrodes as disks
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Fig. 7. (patient 1) An electrode (marked with cursors and arrow) segmented from CT, and registered to the presurgical MRI, ﬂoating in space over a sulcus.

Table 3
Individual subjects’ registration accuracy using the Principal Axis and Nearest Neighbor Approximation techniques. Electrode displacement is additionally reported as length
of the vector between pre- and post-registration of electrodes as an estimate of average brain shift.
Pt.

Principal Axis – Manual
(mm) Mean (min–max)

Nearest Neighbor –
Manual (mm) Mean
(min–max)

Principal Axis vs.
Nearest Neighbor
Statistics

Electrode displacement
(mm) Mean (min–max)

1
2
3
4
5
6
7
8
9
10

0.0 (0.0–0.0)
0.2 (0.0–3.8)
0.6 (0.0–13.2)
0.1 (0.0–2.5)
0.0 (0.0–0.0)
0.0 (0.0–0.0)
0.2 (0.0–5.9)
0.0 (0.0–0.0)
0.6 (0.0–10.2)
2.6 (0.0–25.9)

1.1 (0.0–10.7)
1.6 (0.0–5.4)
4.0 (0.0–15.5)
1.1 (0.0–5.6)
0.9 (0.0–11.9)
1.0 (0.0–3.2)
1.7 (0.0–7.4)
1.6 (0.0–6.2)
1.3 (0.0–3.5)
2.1 (0.0–6.1)

t(115) = 8.1 p < 0.0001)
t(60) = 8.4 p < 0.0001)
t(55) = 5.9 p < 0.0001)
t(85) = 10.7 p < 0.0001)
t(114) = 7.3 p < 0.0001)
t(43) = 8.5 p < 0.0001)
t(121) = 8.3 p < 0.0001)
t(91) = 12.7 p < 0.0001)
t(91) = 3.2 p < 0.0001)
t(62) = 1.0 p = 0.309)

3.9 (0.2–14.7)
5.0 (0.3–12.4)
8.0 (0.0–14.3)
4.6 (0.1–10.8)
3.4 (0.2–12.7)
3.8 (0.2–7.8)
6.0 (0.2–14.2)
5.1 (0.1–10.5)
6.3 (1.0–11.6)
6.1 (1.4–13.0)

we found our Principal Axis method more reliable and robust
against noisy segmented voxels. Applying this method to clinically acquired intracranial electrodes extracted from CT images,
we found the Principal Axis method predicted the pre-implant
spatial location of electrodes relative to the surface of the brain
with remarkable accuracy, exceeding the performance of Nearest Neighbor approaches. Although registration validity was not
conﬁrmed with cortical stimulation mapping, ECoG gamma localization revealed that electrodes associated with speciﬁc cortical
functions were located on the appropriate gyri, as determined by
the anatomic gyral database within FreeSurfer (Desikan et al., 2006;
Fischl et al., 2004).

Our simulation study compared three computational methods to identify the tangent vector to a cylinder resampled into
common CT resolutions. The Principal Axis method, in which
the moment of inertia of each constituent voxel within a segmented electrode is used to estimate the tangent vector, was the
most reliable method in simulations. Indeed, this method indicated little angular disparity even at low image resolutions (large
voxel size). Of note, however, at very small voxel sizes (less than
0.1 × 0.1 × 0.1 mm) each of the three proposed methods performed
well in our simulations. However, using realistic voxel sizes ranging from 0.2 × 0.2 × 0.2 mm to 1.5 × 1.5 × 1.5 mm, Principal Axis
demonstrated the least error in calculating the tangent vector when
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Fig. 8. Electrodes registered to the cortical surface for three representative patients. Electrodes registered using Principal Axis are marked red, Manually marked cyan, and
Nearest Neighbor Approximation marked yellow. White electrodes denote electrodes not registered due to poor signal quality or merged contacts. Pink electrodes highlight
errors in registration that led to the placement onto an incorrect gyral surface. (For interpretation of the references to color in this ﬁgure legend, the reader is referred to the
web version of this article.)

Fig. 9. Individual electrode histograms reﬂecting the difference in mislocalization errors in mm between Nearest Neighbor and Principal Axis methods, presented for each
of the 10 patients. Positive values on the x-axis reﬂect the number of individual electrodes that were better localized with Principal Axis, and negative numbers on the x-axis
reﬂect the number of individual electrodes that were better localized with Nearest Neighbor.

the electrode did not match the in-plane slicing of the voxels
and with increased voxel size. Although smaller voxels will provide increased resolution of electrodes’ geometry, the advantage of
high-resolution scans must be balanced with the dangers of excess
radiation (Berrington de González et al., 2009).
The method described by Hermes et al. (2010) is similarly resistant to the problem of increased angular disparity with increased
voxel size, and is the most similar to our Principal Axis method in
that it also tries to make use of the information from the surface normal. However it differs from our method in how surface normals are
estimated; electrodes are modeled as points and the normal is esti-

mated from multiple nearby electrodes’ locations. Although, our
method works well for electrodes in a single-row strip (Fig. 3), estimating normals from overlapping sets of points would effectively
produce smooth normals across an electrode grid. A combination
of these two approaches might produce superior results.
In parallel to our simulation studies, Principal Axis reliably
localized electrodes segmented from post-operatively acquired CT
image relative to Nearest Neighbor electrode localization procedures in 9 out of 10 patients. Patient 10, in whom there was no
difference between the two registration techniques, showed the
poorest CT resolution which limited our application’s ability to
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extract robust shape information from the segmented voxels. Principal Axis proved beneﬁcial to all other patients with better CT
resolutions (<1 mm3 volumes), indicating this as the upper threshold in a practical sense. Failure to use the Principal Axis approach
(and its use with low resolution CT images) resulted in mislocalization of several electrodes onto incorrect cortical gyri even in
instances where the misregistration was small.
As both voxel size and the electrode orientation relative to voxel
plane can lead to angular displacement using the Principal Axis
method, the effect of this offset depends on the extent of brain
shift at each electrode contact (with increased brain shift resulting in reduced localization accuracy approximated by the function
[tan(angular displacement) × brain shift distance]). Table 3 reports
the minimum, maximum, and mean displacement distance of electrodes, with maximum values of approximately 14 mm across
patients. Utilization of this technique for patients with a large number of electrodes over different brain regions demonstrated the
logical case that regions with increased brain shift will show worse
registration accuracy due to the probabilistic distribution of the
estimated tangent vector. In speciﬁc, if an electrode is only mildly
displaced from pre-implant cortex, then little difference will be
observed across registration techniques, even at low CT resolutions.
Past methods have also achieved clinically acceptable levels of
registration accuracy using alternative procedures, including postoperative MRIs as opposed to CTs. In a method proposed by Yang
et al. (2012), electrodes were registered along the rays originating
from a ﬁxed central point, equivalent to modeling the deformation
as compressing towards the chosen ﬁxed point. While this technique was efﬁcient in localizing electrodes in a lateral grid, this
modeling approach is ineffective for strips of electrodes and in areas
of high curvature, including the temporal and occipital poles among
others. In addition, as limits to this method, a post-operative MRI
is not available in all instances for all patients and as electrodes
produce signiﬁcant artifact on the MRI, the points of contact on
individual gyri could not be unambiguously identiﬁed. Nevertheless, as this technique made efﬁcient use of relative information
about the spatial positions of neighboring electrodes, some combination of techniques may prove efﬁcient. Of critical note, even
though a single method may prove adequate in providing an average mislocalization error of approximately 1 mm, a small number
of electrodes will often exceed this threshold raising the possibility they may actually be localized on different cortical gyri which
may affect clinical care. Indeed, in the present data, 220 out of
847 (26.0%) of the electrodes localized with the Nearest Neighbor
approach were mislocalized with an error greater than 2 mm, and in
extreme cases electrodes can be mislocalized with an error exceeding 5 mm (36 out of 847 electrodes, 4.3%), highlighting the need for
continued improvement in registration accuracy.
When implemented in a practical clinical context, Principal Axis
yielded reliable registration for the majority of electrodes across
patients with acceptable CT resolutions. Critically, our method is
subject to failure when electrodes cannot be segmented away from
overlapping electrodes, nearby wires, or skull artifacts, leading to
insufﬁciently well-deﬁned shape information for accurate estimation of the electrode orientation. Given this, our present application
does not account for the signal dropout that occurs in some regions,
which is compounded by our use of a single threshold value to
segment skull and artifacts from electrodes, limiting our ability to
fully maximize the extent, and thus the shape, of electrodes in all
instances. In the present data, electrodes that were overlapping or
merged with voxels from CT artifacts accounted for 95 out of 992
total electrodes across the present 10 patients. Improving the ability to segment these merged voxels while preserving the shape
information of the individual electrodes (along with the introduction of an adaptive thresholding procedure that utilizes known size
of the electrodes) will provide a signiﬁcant enhancement to the

present protocol and is a goal we are actively pursuing. Without
these enhancements, these small numbers of electrodes are best
treated by nearest-neighbor approximation. A selection of both
disk-based and point-based methods is included in in our interactive registration program (available at https://github.com/towlelab/electrode-registration-app).
With regard to the achievable spatial accuracy of ECoG electrode registration, there may be some ceiling due to the inherent
limitation of ECoG technology. Unlike microelectrode arrays that
have pin electrodes, ECoG grids’ ﬂat electrodes do not insert into
the cortex and are usually sutured to the dura by the edges of a
grid. In the clinical setting, one can sometimes observe the artifacts
in recorded data due to large head movements during a recording,
or due to pulse-related movement of some electrodes, presumably
because the electrodes’ contact with the brain is disturbed. Over
time, the position of the electrodes changes as well. There has been
a quantitative report on the displacement of electrodes between
implant and explant (LaViolette et al., 2013). Another option for
accuracy validation is through functional ECoG recordings. When
there are electrodes serendipitously implanted between two wellestablished, functionally distinguishable regions like the central
sulcus, which sits between sensory and motor areas, we could use
the functional selectivity to determine whether the registration
is correct per gyrus. Over some highly warped areas, where different registration methods select different gyri assignments, this
functional test may be used to compare methods.
In addition to facilitating electrode localization, the present software package may also be useful for estimating brain shift as a
function of time. In terms of clinical relevance, brain shift, particularly when it distorts the midline structures, can be an early
warning sign for possible infarction, edema, and eventually, lifethreatening herniation. This can happen quickly, and can become
a medical emergency. Our post-op CTs are taken immediately after
surgery, and reveal a substantial volume of subdural ﬂuid can accumulate rapidly. The distance between the electrodes as imaged in
CT, and their corresponding registered locations on the dura could
be an objective and quantitative proxy for measuring brain shift. If
subsequent CTs are taken, this value could be recalculated to see if
there is an alarming progression of this process.
In sum, these data from both simulated and clinical acquired
intracranial electrodes demonstrate that our Principal Axis method
can reliably estimate the orientations of the electrodes from their
CT imagery. Because intraoperative photography is ill-suited for
establishing true on-cortex locations of electrodes after brain shift,
and as areas of high curvature prevent the cortex from being modeled as a planar surface, the present method provides a useful
model for estimating the true location of intracranial electrodes
post-implantation.
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